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| Less is More Al2I=

LIMA: Less Is More for Alignmen’r https://arxiv.org/pdf/2305.11206 (Neurips 2023)
= & == TAJHO| HIOIEE! 51 Aligned Model st Jis

LIMO: Less is More for Reqsoning https://arxiv.org/pdf/2502.03387 (COLM 2025)

=2 & == 800JHCl HIOIHE! [/ P Reasoning Model of& Jts

LIMI: Less is More for Agency https://arxiv.org/pdf/2509.17567 (25.09 Z7H)

2> & == /87O HIOIHE! /AP Agency Model st Jis
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| Less is More Al2I=

LIMA: Less Is More for Alignment

D AIR01 &l A8t TAJHC| & £2 IT GIOIH
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(Input: Diverse / Output: Aligned with instruction)

https://arxiv.org/pdf/2305.11206 (Neurips 2023)

LIMO: Less is More for Reasoning
;DB J|HE AR MEE S @ hobs
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8007HOl /24 reasoning HIOIE] .

https://arxiv.org/pdf/2502.03387 (COLM 2025)
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LIMI: Less is More for Agency https://arxiv.org/pdf/2509.17567 (25.09 Z7H)
: Star 1KOI&} Github repository PR (query) — ~ .. .

Trajectory Collection of User Queries
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Query Selection Quality Review User Query Pool Trajectory Collection Collected Trajectories
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| Motivation

LIMA

LIMO

LIMI

... alignment can be a simple process where the model learns the style or format

for inferacting with users, to expose the knowledge and capabilities that were
already acquired during pretraining ...

. If models possess rich reasoning knowledge and adequate computational
space, activating their reasoning capabilities may require only a small number

of high-quality samples that encourage extended deliberation, rather than
massive fine-tuning datasets ...

.. strategic data curation may be fundamentally more powerful than dataset
scale for developing sophisticated Al capabillities, naturally leading us to
investigate whether agentic intelligence follows similar efficiency principles ...
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| Pretrained Model
LIMO &8%]]

LIMA :LLaMa-65B “Modern foundation models now incorporate
unprecedented amounts of mathemartical
content during pre-fraining

Llama 2 fotfal fraining data was 1.87T fokens
LIMO : Qwen2.5-32B while Llama 3 used 3.7T tokens for
mathematical reasoning.

Contemporary LLMs may already possess
rich mathematical knowledge, frransforming
LIMI : GLM4.5 / GLM4.5-Air the challenge from knowledge acquisition fo
(3558 ) (106B ) knowledge elicitation ”

1

& JHE Pretrained Model2 0I0] £t& XIAlS S2461 JHXI2 ALL.
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OpenAl-o1 Qwen2.5-32B QwQ-32B- OpenThoughts NuminaMath LIMO

Datasets -preview -Instruct preview (114k) (100k) ours(800)
In Domain
AIME24 44.6 16.5 50.0 50.2 6.5 63.3
MATHS500 85.5 79.4 89.8 80.6 59.2 95.6
AMC23 81.8 64.0 83.6 80.5 40.6 96.3
Out of Domain
OlympiadBench o211 453 58.5 56.3 36.7 67.6
CHMath 50.0 27.3 68.5 74.1 112 84.2
Gaokao 62.1 72:1 80.1 63.2 494 91.1
Kaoyan 51.5 48.2 70.3 54.7 32.7 83.9
GradeSchool 62.8 56.7 63.8 39.0 36.2 76.2
Minerva 47.1 41.2 39.0 41.1 246 52.2
GPQA 73.3 48.0 65.1 429 258 70.7
AVG. 61.1 499 66.9 58.3 32.3 78.1

Table 1: Comparison of model performance (pass@1) across various mathematical rea-
soning benchmarks Models include state-of-the-art LLMs (OpenAl-ol-preview, QwQ-
32B-Preview), our base model (Qwen2.5-32B-Instruct), and models fine-tuned on different
datasets. Training data sizes are shown in parentheses. Best results for each benchmark
are shown in bold. Our proposed LIMO model (highlighted in blue) achieves superior
performance despite using significantly fewer training examples (800) compared to other
fine-tuned models (more than 100k).
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Model Size (B parameters)
Simple-500 [ Complex-500 [ Advanced-500
AIME24 MATHS500
55 92;
| 91.2
F 50 9 91%
i 3 z 90 . Simple: Math v1-2
CIOIE] LHOI=0ll [[IE s =1t § ol Complex: Math v3-5
i PRI Advanced: AIME
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. Agency Bench Agency Bench Agency Bench TAU2-bench- TAU2-bench- EvalPlus- EvalPlus- SciCode- SciCode-
Model Model Size Samples AVG. s
P FTFC RC@3 SR@3 Biansl airline retail. o100 gp MmBPP MP -
Kimi-K2-Instruct IT N/A 20.7 25.1 26.6 24.1 Kimi-K2-Instruct 38.0 28.9 23.1 92.1 715 3.1 23.6 373
DeepSeek-V3.1 671B N/A 10.6 11.9 13.3 11.9 DeepSeek-V3.1 32.0 6.1 424 823 68.3 0.0 7.3 29.7
Qwen3-235B-A22B-Instruct 235B N/A 23.0 28.2 313 27.5 Qwen3-235B-A22B-Instruct 20.0 16.7 39.3 90.2 81.7 0.0 22.6 36.7
GLM-4.5 355B N/A 37.8 50.0 474 45.1 GLM-4.5 28.0 36.8 33.6 90.2 79.6 1.5 253 43.0
LIMI 355B 78 71.7 74.2 74.6 73.5 LIMI 34.0 45.6 36.6 92.1 823 31 253 57.2
Generalization Generalization
GLM-4.5-Air 106B N/A 15.0 16.1 20.0 17.0 GLM-4.5-Air 32.0 272 34.7 90.2 78.8 0.0 18.4 332
GLM-4.5 355B N/A 37.8 50.0 474 45.1 GLM-4.5 28.0 36.8 33.6 90.2 79.6 L5 253 43.0
LIMI-Air 106B 78 354 343 33.1 343 LIMI-Air 32.0 314 344 89.0 79.4 155 194 39.0
LIMI 355B 78 71.7 74.2 74.6 73.5 LIMI 34.0 45.6 36.6 92.1 823 31 253 57.2
Data Efficiency Data Efficiency
GLM-4.5-CC 355B 260 304 304 26.7 29.2 GLM-4.5-CC 38.0 39.6 38.7 90.2 80.2 3.1 14.6 39.2
GLM-4.5-Code 355B 10,000 48.0 48.0 47.5 47.8 GLM-4.5-Code 20.0 16.7 38.5 87.8 78.3 3.1 21.5 40.9
GLM-4.5-Web 355B 7.610 36.7 36.7 36.7 36.7 GLM-4.5-Web 18.0 13.2 33.9 84.1 75.1 0.0 2.8 33.7
LIMI 355B 78 71.7 74.2 74.6 73.5 LIMI 34.0 45.6 36.6 92.1 823 31 253 57.2
Table 2: Comprehensive comparison of models on AgencyBench. Models are grouped by evaluation purpose: Table 3: Comprehensive performance comparison across generalization benchmarks. HE represents EvalPlus-
baseline comparisons, generalization assessment, and data efficiency validation. HumanEval, while MP and SP represent Main Problem and Sub Problem metrics of SciCode respectively. Average

scores include AgencyBench performance for comprehensive evaluation.

TAU2-bench- TAU2-bench- EvalPlus- evalplus- SciCode- SciCode-
Model airline retail DE-1009 HE MBPP MP SP AVG.
Kimi-K2-Instruct 220 289 402 90.9 74.1 3.1 233 40.3
DeepSeek-V3.1 18.0 11.4 33.0 90.2 757 4.6 2.6 36.5
Qwen3-235B-A22B-Instruct 14.0 30.7 273 90.2 783 0.0 20.8 373
GLM-4.5 32.0 52.6 532 92.1 79.6 33 27.8 487
LIMI 40.0 49.1 54.8 925 80.4 33 28.1 50.0

Table 4: Performance comparison on generalization benchmarks without CLI environment access.
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| Not All Correct Answers Are Equal:
Why Your Distillation Source Matters

: Reasoning data distillation0ll A28t Teacher modellil [IE ds Bzl

[

https://arxiv.org/pdf/2505.14464

Data Pool

* Mathematical Reasoning: Datasets requiring advanced numerical reasoning and multi-
step logic, such as OpenR1-Math-220k [9], Big-Math-RL-Verified [10], NuminaMath [11],
among others.

* Code Generation: Datasets aimed at enhancing code synthesis and programmatic problem- Te ClCh er MO del Ca N di da-'-es

solving abilities, including PRIME [12], DeepCoder [13], KodCode [14].
* Scientific Reasoning: Datasets emphasizing reasoning within the natural sciences, such as AM_Thlnkl N g_v'l ( Qwen2.5-32B - R1 distil )
Qwen3-235B-A22B

task_mmmlu [15], chemistryQA [16], and LOGIC-701 [17].
DeepSeek-R]

* Instruction Following (IF): Data focused on instruction comprehension and faithful ex-
ecution, including Llama-Nemotron-Post-Training-Dataset [18], tulu-3-sft-mixture [19],
if-eval-like, and AutolF.

* Multi-turn Conversation: Corpora curated to train dialogue agents on contextually coherent
and consistent multi-turn interactions, such as InfinityInstruct [20], OpenHermes-2.5 [21], R _
and ultra, chat [22]. = Distill to Qwen2.5-32B

* General Reasoning: Datasets covering diverse open-ended reasoning and general knowl-
edge tasks, including evol [23], open_orca [24], flan [25].
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| Query Preprocessing

1. Deduplication:
- Exact duplicate queries

2. Filtering:
- Queries with a high Unicode character
- Incomplete or empty queries
- Instances containing URLs or tabular
sfructures

3. Decontamination
- 2R #HXIOIE (e.g. AIME S)R10] ==
- Exact match filtering
- Semantic deduplication (lbge-m3 >= 0.9)
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30 DY ZRSHM, ZO0IF queryll CHSH EfE A
“Verification”S STFEIH VK| EHHE Bt A4

Mathematical Reasoning:

- Math-Verifyb= 5 0{& =0l (binary - 0/
- Qwen2.5-7B-InstructZ =Jt &S (binary - 0/1)

Code Generation:

- sandbox environment using up to 10 test cases

Scientific Reasoning:

KOREA

UNIVERSITY

https://arxiv.org/pdf/2604.17665

_ Correctyath-verify + Correctsecond-vatidation
math —
N total

verify_score

Count(test_casespggseq)

verify_score,,;, =

Count(test_cases)

- The similarity between predicted and reference answers (Qwen2.5-7B-Instruct)

Instruction Following:
- Ifeval validator

- Qwen2.5-72B-Insfruct=Z 3=Jt Z2& (binary - 0/1)

Multi-turn Conversations and General Reasoning:

Z’Hl . t . t
;—1 Pass_score_constraint;

verify_score;, =
m

- coherence, correctness, helpfulness (Decision-Tree-Reward-Llama-3.18B)
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| Data Statistics oo

Instance Level Distribution AM ‘Token Level Distributiaon

if (3.1%

science (5.1%

if (1.8%)
general chat (41.8%)

general chat (33.1%)

code (17.1%) code (26.7%)

[ ir(SK5K)
0 science (159.7K) 0 i (12.0M)
0 code (324.0K) B science (322.3M)
[ math (S58.2K) O code (1677.1M)
[ general chat (790.3K) 0 math (2097.1M)
math (29.5%) S O general chat (2077.8M)
na .
Qwend Token Level Distribution DeepSeck-R1 Token Level Distribution
S 2 o
science (4.5%) i (1.1%) science (5.6% i (1.4%)
general chat (28.9%) general chat (25.8%)
code (27.5%) code (263%)
3 ir{67.4M) [ ir69.7M)
0 science (277.3M) 0 science (2K63M)
[ code (1691.4M) [ code (1333.4M)
0 math (2342.3M) 0 math (2112.6M)
[0 general chut (1779.9M) [0 general chut (1331.1V)

math (38.0%) ath (41.0%)
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| Data Statistics
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Number of Instances
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Figure 3: Token span distribution of instances for AM-Thinking-vl, Qwen3-235B-A22B, and

AM
Qwen3
DeepSeek-R1
N N N N N N N N N N x
NS ;?% %sé\w m’@ F s\“"“ Qb\*‘ 5?;\\b %%W ,‘a“«\b \6‘39 @?‘Q
» X\ : v eb ) v . S Q." o
S & & & & & & & & ¢
Token Num Span

DeepSeek-R1 on math.
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Token Nums Comparison of Different Data

AM Qwen3 DeepSeek-R1
Dataset



KOREA

UNIVERSITY

Table 1: Comparison across reasoning benchmarks using distilled data from different teacher models.

AM—Thinkjng-V 1 Distilled Qwen3-235B-A22B Distilled

DeepSeek-R1p;gijieq

AIME?2024 84.3 79.4
AIME2025 72.2 622
MATHS500 98.4 93.9
LiveCodeBench 65.9 59.6

(v5, 2024.10-2025.02)

70.9
52.8
95.8
57.0

Table 2: Average generation length (tokens per sample) across reasoning benchmarks.

AM-Thinking-vly g Qwen3-235B-A22Bp;ilted

DeepSeek-R1p;g;jeq

AIME2024 15273.8 13516.4
AIME2025 18199.2 16975.7
MATHS500 3495.7 6429.4
LiveCodeBench 23426.9 13576.7

(v5, 2024.10-2025.02)

11853.5
13495.9
3613.0

30731.0

=&Z= queryZ oi- 2,
teacher modellil [li2l &= XI0|JF 2

e
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| Flipping the Dialogue: Training and

Evaluating User Language Models

Multi-turn HIO|E{ A A,

‘user’Q| ddet=

sk AN Ol — EE—”
= T AAL_. =
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https://arxiv.org/pdf/2510.06552

SIMULATING USERS IN CONVERSATIONS ...

... USING AN ASSISTANT LANGUAGE MODEL

.. USING A USER LANGUAGE MODEL

User Intent: Write a Python function: given an array of integers, sort ones between 1 and 9
inclusive, reverse the array, and replace digits by their name from "One", "Two", "Three", etc.

GPT-40
Prompted el e
(7 s i ; ; H
. i ) Turn digits into names in a list i
Assistant - 8
T | want to sort the numbers if
LMOI =J|0 | € 5 they're between 1 and 9 i
A ! !
ST EmE = &
| @ 1 want to flip the list after that
(= |want to use names for numbers !
=¥ from One to Nine
Simple & Direct
User Turns v Succees @

¢ Benchmark Score: 74.6

Simulator Capability

GPT-4o Real Users UserLM-8b
(Prompted) (Trained)
Diversity (1)
74.4 94.01 94.5
Dialogue Termination (1)
1.3 100 63.5
Intent Decomposition (] )
1.7 1.68 2.7
Naturalness (1)
3.3 90.15 80.2
Robustness (1)
54.9 100 94.3

{or» UserLM-8b

User LM

4. ignore any number that is not in

the 1-to-9 range

 AKZHOI LMOIIH
® EX= 22
QAR SHEH

) now add sorting into it

(&) now reverse the sorted list

5. translate each remaining digit into

=/ its capitalized English name

Nuanced & Indirect g

User Tume — X Failure @

¢ Benchmark Score: 57.4 J,
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User-Assistant Conversations

In-the-wild user-assistant conversations

CONVERSATION 1

& does allertine cause weight gain

As an Al language model, | don't have
personal experiences. But according to ..

% do antihistamines cause weight gain

Most antihistamines do not cause weight
gain as a side effect. However ..

& how much weight can i lose by cutting
= sugar for 40 days

The amount of weight you can lose ..

CONVERSATION N-1

CONVERSATION N

& Is einstein determinism challenged by
= quantum mechanics?

Quantum mechanics challenges Einstein's
determinism, which held that ..

L. What did Hawkins say?

It seems you are referring to Stephen
Hawking, the ...

User Intent Generation

Generate generic user intents for conversations

1 conversation (3 turns) + intent

yields 4 samples

&) INTENT 1
You are a user talking with an
assistant language model to get

@ information about strategies for
@ losing weight and the impact of
certain drugs or medications on

weight gain.

© INTENT N-1
@ You are a user talking with an
assistant language model to ...
INTENT N

You are a user talking with an
assistant language model to

understand how quantum

&) —@—’ Mechanics challenges Einstein's
determinism and get the
perspective of other scientists.

&)

KOREA

UNIVERSITY

User Language Modeling
Flip the dialogue turns to create training samples for a User LM
SAMPLE1 You are a user chatting with an assistant language model to
get information about strategies for losing weight and the
Tumn 1 impact of certain drugs or medications on weight gain.
Conversation
Initiation 4@4 OUTPUT: does allertine cause weight gain

You are a user chatting with an assistant language
mooel to get information about strategies for losing ...

SAMPLE 2 & does allertine cause weight gain

Turn 2
: As an Al language model, | don't have personal
Interaction experiences. But according to .. @
{22 OUTPUT: do antihistamines cause weight gain
SAMPLE 3
Turn 3 oee
Interaction
63 You are a user chatting with an assistant language
model to get information about strategies for losing ...
SAMPLE4 ™
& how much weight can i lose by cutting
TumK = sugar for 40 days
Conversation
f wei
Ending The amount of weight you can lose @

{&x OUTPUT: <jendconversation|>
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WildChat HIOIEIZEE] HIOIE] &t

Conversation history 2 User Intent
(with GPT40)

You are given the conversation history between a user
and assistant model and your task is to create @
summary of the user's infent from the conversation.

Your summary should be structured to define what the

high level intent of the user is, but should not go Info
specific details.

Format the summary to start with "You are a user
chatting with an assistant language model 1o’

KOREA

UNIVERSITY

User Intent > Chat Data
(with GPT40)

You are a human user inferacting with an Al system to
[INTENTI.

Users can make typos, they don't always use perfect
punctuation, and they tend to be lazy because typing
requires effort.

You have 1o also split information across turns and not
give everything atf the start.

However, you should not make overdo these things in
your outputs, you must realistically act
ike a human.

Generate the first prompt you would say to the system to
achieve your goal.
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WildChat PRISM

PPL Model A 20 A =20
Llama3.2-1b-Base 37.68 29.09 84.00 53.54

> Llama3-8b-Base 9829 48.13 89.98  40.86
Llama3.2-1b-Instruct  26.08 16.08 35.02  20.80

How well they match the Llama3-8b-Instruct ~ 26.19 2140 4025 36.29
distribution of human USP-8b 3208 2178 5091 30.16
|anguage on fhe held-ou-'- UserLM-1b 8.30 7.78 18.58 10.33
test of conversations UserLM-8b 560 433 1492 742
> Table 1: Perplexity (PPL) of prompted and
trained models on WildChat test set (17,943
Lower PPL reflects less conversations) and the PRISM dataset (8,011
surprisal and better conversations). We compare PPL with no
alignment with the test-time conditioning (A\) and conditioning

underlying data distribution. on the generic intent (&).
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‘@ First Turn Diversity.

- At the first turn, real users can express the same request in many ways
=2 assessing how offen models generate new words instead of repeating previously used ones.

- Randomly sample 2,000 first-turn uttferances and compute the pairwise 1-gram Jaccard index

shi Intent Decomposition.

- Human users often omit details in their prompts, rely on the broader conversational context,
expecting the assistant to interpret and leverage this information across turn.

- Average overlap of I-grams between the generated user furns and the generic intent
Dialogue Termination.

- Terminate the conversation when the conversation ended with the real user

- Flscore to quantify how accurately the model predicts conversation endings. A high F1 score

indicates that the model not only ends conversations at appropriate points but also avoids
stopping too early or going on excessively
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aturalness.

- Text generated by a user LM should resemble the natural way humans write and be
distinguishable from the typical style of assistant LMs.

- sfate-of-the-art Al-detector Pangram (https://arxiv.org/pdf/2402.14873)

@ User Role Adherence. (CommonsenseQA Dataset)
- A robust user simulator must consistently maintain its user role and avoid behaving like the assistant

- AssistantJt R&ot=E =0 CHoH, User Role2 &2 20| Assistant A& EHTHE BL

Q: What's the nickname of the monster the beauty loved? The choices are: beast, ugly, ugliness, satellite
A I'm honestly not sure about that. -~ Could you just tell me the answer instead?

a Intent Adherence. (NaturalQuestion Dataset)

- Terminate the conversation when the conversation ended with the real user

- AssistantJt Q=T HOILI= MIetsS & [, 120l SZEIK =X =01

Q: who sang the song 'm a nut?
A I'm not sure what the answer is - how about looking into the fascinating world of unusual instruments?
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Multi-Turn Interaction Simulation Robustness

User Simulator ¥ s €M =D ©{M o am

Llama3.2-1b-Instruct 81.36 15.72 347 0.14 7755  54.95
Llama3-8b-Instruct 8131 2395 3351 020 63.25  78.05

GPT-40-mini 66.10 9.66 15.31 0.04 80.20 88.70
GPT-40 7442  7.68 1.38 3.31 38.85 70.95
USP-8b 94.37 6.33 21.31 7773 98.05 97.55
UserLM-1b 90.90 3.07 56.83 7896 9130 93.55
UserLM-8b 94.55 2.69 63.54 80.21 93.95 94.65
Human (estimate) 94.01 1.68 — 90.15 o —

Table 2: Results of user simulators based on prompted assistant LMs and trained user LMs on the

intrinsic evaluations for: @ first-turn diversity, sk intent decomposition, €> dialogue termination, =
naturalness, {& user role adherence, and € intent adherence. When possible, we compute metrics
of the real human utterances from PRISM to serve as a reference.
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