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Automatic Curriculum Learning
in Reinforcement Fine-tuning
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Automatic Curriculum Learning (ACL)
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ACL in Reinforcement Learning & Artificial Intelligence
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ACL in Reinforcement Learning & Artificial Intelligence

Surrogate Objectives
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ACL in Reinforcement Learning
Multi-armed Bandit (MAB)
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ACL in Reinforcement Learning & Artificial Intelligence
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Efficient Reinforcement Finetuning via
Adaptive Curriculum Learning
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Dynamic Curriculum Sampling
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Accuracy (%)

r
40 Accuracy
38
."-- )

36 .

r 4

~ ™ .l'.. i
38{/ . <
32
0 20 40 60 80
Step

100

Accuracy (‘=)

- B =050 ol A=

50%°| 84&

Reward (E 4

B 280 ek 20| E=

=2 O
==

0.8

- 0.7
c

2061
=

- 0.5

)

= 041
0.3{\
0.2{

= —
2O

w/o AdaRFT beta = 0.5 beta = 0.8 beta = 0.2
Reward Response Length
ot A AN 1100 -]f. ﬁ _ S~ o,
_1oooq/ 7 S
s |
@ 900 "’
E3
£ 800
g
R
g 700
] 6001 iy i
1 20 40 60 80 100 1 20 40 60 80 100
Step Step

|= HIOIHZ ¢

Al 950l

Beteol 1% 57 el
SHAYEICHs

2

a2

Natural Language Processing
& Artificial Intelligence

Difficulty
60
s 7
Y]
= 40
oy
=
-
EEG
[a
0
1 20 40 60 80 100
Step
o o| |
= O|0

B 0| SEX| 22X X

Response Length (S Z0|)

- =M HO0|=et S ZO|= H|HSt= A
Difficulty (0] )

-JF2 HIES SEHE S F 4§ 04 ME XAl

&
©
=
Q
o
c
()
1Sy
ol
-~
=
s
=
=
)
c
<<
&
()}
c
@
"
Q
Q
[e]
=
o
()
()}
©
=
(@)
e
©
)
©
>
3
frar)
@©
P
o
N
o
N
(©)
L —4
<=
2
—
>
Q.
o



257, Natural Language Processing

Resu It X & Artificial Intelligence

Comparison of RL Algorithms
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Self-Evolving Curriculum for LLLM Reasoning
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Methodology

Curriculum Policy

Training . | > ‘
Data L) » 1

Curriculum Reward Training Batch

Expected
Learning Gain  yuuy .
[ LLM Policy J
.= :
l
RL with Verifiabl ' RL Step
with Verifiable (<2 —_— —_— (el
Rewards Q‘Z} s - - % 5

Rewards Per Category

3. Curriculum Reward A|At

- Z# training?| St& ‘Gl (Learning gain)E Al4t5t= EHA

- Learning gain2| surrogate objectiveZ Absolute Advantage AFE

- Ztarm 2 O™ armO| ® X modeld| STHX| BT}t

257, Natural Language Processing
=" g Artificial Intelligence

Policy Gradient Loss

Lpc(0) = —E(s, a0)mm [ log mg(az | st) Et]
Policy gradient

Policy Gradient L2-Norm
[V0Lec(0, 51, a0)ll2 = [|Eeu,aiyums |Vologmalar | 5) A |

& |Ay|[Vologme(as | s¢) 2

stZ0] & ELf

> GradientS I 7[7f I Lf (K AFS) &)

= GradientS 37|= AdvantageS| & Lzt L} Hl Bt}
> AdvantageS ELgt0l 5 g/Z0/ & ECF

Absolute Advantage R
T(C) = Efst:ﬂt)mﬁa(mi),xiwc |At|

rc) . category c9 & Absolute advantage
rc)?} L= AL category cO S&&Af7F ELfE SE
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M ethOd o Iogy o & Artificial Intelligence
Curriculum Policy
Training _____ <
P o ( . ‘ i )
Curriculum Reward Training Batch TD(O) Update
Expected
Learning Gain = 8 Qir1(c) = ari(c) + (1 — a)Q4(c)
LLM Policy
[ T J Qt(c) : AIZF tOf A category CO/ /2
d rtic) : A2t tOf A category cE SHEAIZ L 2= reward
L
. . A6 RL Step ajes
RL with Verifiable & — a — o — s EMAE &5 Z|2 reward9l o =L Z}&X £ 0f
. Rewards Per Category 6 (/V/oa’e/o/ M0 Y= HI &AL =2 ,(f/o/ 7| W2

4. Curriculum Policy update
- 3 O|A AL El Curriculum RewardZ Curriculum Policy 244!

- Non-stationarity(H| & &) Multi-armed Bandit 24| £ &
- ModelO| stz &0 2t £ 9f category’ HEFXA| 7] &
- TD(0)E AtE3}0], category2| 7|CHEA YOOI E
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EXperiment Setup & Artificial Intelligence

Dataset
. Countdown
- Plannmg Using the numbers [5, 17, 91], create an equation that equals 113.

- Countdown (Synthetic) You can only use basic arithmetic operations (+, -, *, /) and each number should be used exactly

- Zebra Puzzles (Synthetic) ~ once.

Return the final answer in Wboxed{}, for example Wboxed{(1 +2) / 3}.

- Inductive reasoning
. Zebra Puzzle
- ARC-1D (Synthetic) This is a logic puzzle. There are 3 houses (numbered 1 on the left, 3 on the right), from the
perspective of someone standing across the street from them. Each has a different person in
them.
_ Mathematics They have different characteristics:
- Each person has a unique name: arnold, bob, alice
- MATH50 - Everyone has a different favorite cigar: dunhill, prince, pall mall
- The people keep different animals: cat, dog, bird
- AMC 22-23
- AIME 24 1. The bird keeper is directly left of the Dunhill smoker.
2. Alice is the dog owner.
3. Arnold is in the second house.
4. Alice is the Prince smoker.
5. Arnold is the cat lover.

What is Name of the person who lives in House 1?
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Input: 002001100 1

EXperi ment Setu p & Artificial Intelligence
Dataset
- Planning ARC-1D
_ Find the common rule that maps an input grid to an output grid, given the examples below.
- Countdown (Synthetic)
_ . Example 1:
Zebra Puzzles (Synthetic) mput 1212100120
Output: 0001111222
- Inductive reasoning Example 2:
. Input: 1200002012
8 - ARC-1D (Synthetic) Output: 0000011222
%’ Example 3:
= . Input: 0020000110
s - Mathematics Output: 0000000112
<
= - MATH50 : : : : : : :
= Below is a test input grid. Predict the corresponding output grid by applying the rule you found.
g - AMC 22-23 Describe how you derived the rule and your overall reasoning process in detail before you submit
7 your answer. Your final answer must be placed in Wboxed{} and should be just the test output
g - AIME 24 .
3 grid itself.



,g@» Natural Language Processing

EXperi ment Setu p =7 & Artificial Intelligence

Dataset

- Synthetic Dataset2 4702| HO| =2 MY

- TrainAlO| = 19| 3702| HO| =Tt AFE

- MY 0842 HO|E&= OOD H7I82E AHE

Model
- Qwen 2.5 3B
E - Qwen 2.57B
: Policy Algorith,
- GRPO
3
HI} X &
: - pass@1 rate
= - 8 = MOl EHHo| HA
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Resu It él: & Artificial Intelligence

. Qwen2.5 3B Qwen2.5 7B
Task Split
Random Ordered SEC (Ours) Random Ordered SEC (Ours)

Countdown ID 0.859 0.551 0.866 0.858 0.820 0.872
OOD 0.479 0.321 0.542 0.566 0.442 0.555
Zebra ID 0.517 0.534 0.547 0.573 0.572 0.587
OOD 0.285 0.329 0.345 0.321 0.311 0.355
ARC-1D ID 0.501 0.476 0.500 0.512 0.526 0.514
OOD 0.313 0.363 0.381 0.436 0.428 0.418
MATHS500 0.668 0.672 0.672 0.774 0.759 0.761
Math AMC22-23 0.345 0.352 0.351 0.486 0.477 0.511
AIME24 0.075 0.054 0.100 0.138 0.150 0.175

- HEZ2 DN OM SEC7t &2 d55 £
- 50|, OOD HIO[HM M §5 0] FEHF (it=t SE

O = o
- 7BOM = d& AO|7F H4 (0|0 modelOfA 8o =2 58 EF)
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Result

. Countdown . Zebra ARC-1D
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Result

. Countdown . Zebra ARC-1D
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Resu It & Artificial Intelligence

Task Split Random SEC-2D 3z — SEC (Ours)

D 0.837 0.839 E,;,, 03— Random Curriculum
Countdown o 0418 0428 =

z 0.2

Jebra ID 0513 0539 =

O0OD 0.254 0.312 2 ol

ID 0.380 0.418 p
ARC 00D  0.251 0.327 =

e
=

100 200 300 400 500 600 700

Multiple tasks training

- 37}X] task, 37f7‘| O] =0l CHSH 97H2| arm -

- o2 SR/ &2 8= A0 2 A|AHO OHZ task
A

95 ga
Ll

E taskO| Al random curriculum©f H|8} Lt =l M5 SkAF

Ms 21 (00D data)
- Random curriculum

- 02 taskE FA% StA St=Al7, ofg s8HE %2 forgetting o4 A
- SEC

- SECE= E= tasko CHSH o UA st5= ZHESIA, forgetting o4& & K|
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Conclusion & Artificial Intelligence
Contributions
- SEC= £79| OOD data0i Lot Ldtsot M52 L2tE[A 2y
- 0|2 taskE sA|0f| StEA|Z O], SECE Z taskl| oS YUFEE 582 ES
- Ol HEXMO ot &0 Q0] =2 git8ez A8 2 AY

Limitations
- S5 E(a), temperature(t)2| hyperparameter0f ZIZSHO], dAot =2 EHe

Future work
- Embedding 7|%2| clustering= E3dl, datal| EM47tX| BHHSL0] cluster 7+

- Light weight 223 ARE5H, curriculum rewardE A4S, LLMO| A& A AHSHOF St= overhead &2~
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