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1. What do wefocuson when we evaluate in different settings?
- ᾅ  (⅝–, ҍ ,Ḵ⁵, QA,Χύ

- ҵᶉ╬ (╥ᴮ, ̓ ,ὡ Σ Χύ

- …‡ ( ̰‡, ₅‡Σ Χύ

- ḽ╪ᾅג╬ ɒ Ҩ ( Ḉג  ͙,ᶛҨ ꜙ ᵆ, ...)

2. How do we expressscores?
- Likert scale (1-5♩ ʺ)

- Ranking (A/B test)

- Binary classification (0/1 label)

- Humanannotation (reference-based, reference-free)

- Correlation (Pearson, Kendall's Tau, Spearman)
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RAG ỵἘᶶ ʷ╢„ᴋ∂
- QA, fact-checking, customer support Ӯ ѻ‚ ᾅ Ⱶ◓

- ҵᶉ╬ ּתᾏ╙ḙ₅ ♣ᶷʺ ʺҥ╪ Ṓ╥ ‡ᴎ∑

͖Ⱳ RAGAS framework╢ ˾
- ᵙᾅ ᴟ  ͙ ḙ ʺ Ḣḹ╖ᴛ ѻ‚ Ữ ⁄ ♠↔ ͙ ‡ᴎ∑.

- GPT ʺ ɒ Ҩ╪ Ѿ Ѥ♩ὡ╥ ᵙ ᵑ Ṓ◑  ὡ ′╛.

ARES╢ ṇ♣
- Prediction-PoweredInference (PPI)ᴛ ҵ  ᾐᴧ ̯ ʼ Ͽ ʺ ˺ ̓ᵑⱠ̑

- Context relevance, answer faithfulness, answer relevance 3ˌ ᶜ⁄ ҍ  ʺ

- 150̩ ╥ human annotation╖ᴛҥ╪ ἥ ♣ ⁄ ҍ ḋ╙ᵣ תּ ʺ  Ⱡ̑

- (ᶛҨ ʺ╥ ᾔ╘˺̰ human evaluatorŋ  ҍ  ὡ ▓Ѥʺ (high correlation score)ᴛ ̈́ ˺)



RAGSystem
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üContext relevance, answer faithfulness, answer relevance... Why these?

Query AnswerContext
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üContext relevance, answer faithfulness, answer relevance... Why these?

Query

AnswerContext

Context 
Relevance

Answer
Relevance

Answer
Faithfulness
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Step1. Synthetic Dataset Generation (FLAN-T5 XXL)
- Corpuspassage (document)ᴛṨ query-passage-answer triplet ỸἛ

- few-shot prompting : FLAN-T5 XXL⁄˭ few-shot ͙ ḙ╖ᴛ query₮ question╙ὣ ♠╖ᴛỸἛ

- Low-quality filtering : Retrieverᴛ passageŋ top resultᴛ ῷЂὡ▓Ѥ˿↕ѤᶛӎⱠΩ

- Positive/negativesamples(same number of examples)

Context Relevance Answer Faithfulness
Answer

Relevance

Weak Negative
Unrelated 
document

Randomly generated answer

Strong Negative
Samedoc, different 

passage
(BM25 top10)

Generate contradictory answer
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Step2. Preparing LLM(?) Judges (3DeBERTa-v3-Largeclassifiers)
- ContextRelevance: Is the passage returned relevantfor answering the given query?

- Answer Faithfulness: Is the answer generatedfaithful to the retrieved passage, or does it containhallucinated or extrapolated 

statements beyond the passage?

- Answer Relevance: Is the answergenerated relevantgiven the query and retrieved passage?

Given query-passage-answer triplets,

positive answers :1

negative examples: 0
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Step3. Ranking RAG Systems with ConfidenceIntervals
-  Ἄ ᾋ classifierᴛ͎Ѝ ͌♩ὡᵑЂὡҵ▓ּתᵣ, Ἓҥ╪ ͙ḙ╖ᴛ ᾋ ╖ḃᴛ♬ ҵʺ╥ᶷ

- PPI :Ợז╪ annotate validation set̓ ῷ͐ל♪ ᾐᴧ̯ʼ╙ҵ Ѥ ́Ḣḹᴝ

- Rectifier function

"PPI usesthe LLM judges on the human preference validation set to learn a rectifierfunction forconstructing a confidenceset

of the ML model's performance, using each ML prediction in the largernon-annotated dataset."

"Additionally, PPI allows us to estimate confidence intervals with a selected level of probability; for our experiments, we use a 

standard 95% alpha(probability) for our confidence interval.

-  ἐ̓♬⁄Ἄ ᾋ  DeBERTa ɒ Ҩ╥ ╞҆╙ PPI ῼ̆ᵙּצ╖ᴛ '̪♬' ѻ.
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Machine prediction: larger, unlabeled,lots of data(#N, ) )

Human-annotateddata: smaller, labeled, gold-standard (#n, (X, Y))

... classical  ╥Ḉᴛ,̕ ӈ label⁄ ҍ  ͌˃

ᵣ– empericalrectifier╬ ʺ 0⁄͐Ợ ѻᶔ,

╪ṁᵠӈҥג ὡ nṒѻ N╪ ΅ ḃᴛ, ─͐Ợᾏ╥ variance̋ ʗṒѻ▬ῷ︠.

╪ᵑḕ ╖ᴛ 95% ᾐᴧ̯ʼ╙ Ἓ ᶔ

ᴛ ᵑҍ ὡ▓╛. 
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Dataset& Metrics
- KILT :Natural Questions (NQ), HotpotQA, FEVER, Wizard of Wikipedia (WoW)

- SuperGLUE: MultiRC, ReCoRD

- ѻ‚ RAG ᾎᾅ ╪Ⱶ◓ ѤỮ ╙◓ ͙─ ʻҥ╪ ἥ⁄Ἄ validation subset╖ᴛ 70%~90%Ợ╪ 2.5% 

̯ʼ╖ᴛἛ̑ᵉ╙ ҉, ╪ᵑ ranking ͙ .╛ᴛỪ╖ר

"Since we know the success percentages of eachdataset split, we know the appropriateranking of

each mockRAG system."

- Ἂ ) ♩҃ὠ⌐ᵎΌ̃▐͖Ԃᶴ› ARESᵎ ╧↑ ╖Ԃ╢♣Ὕ₫ὠ⌐›Ҋ Ἐ̎ᵆ╖ ѻ Ὕ▐╘.

- ᾒⱠὣ─₮ ARES̋ ʺ ὣ─ʼ╥Ữ́̕̕ᵑ Kendall's Tauᴛ ♬ .
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AISattribution benchmark
- ᶛҨ╪ faithful ҆ṉ̓ hallucinatedӈ҆ṉ╙̯Ṫ ὡ▓Ѥּת⁄ҍ ᾒ

- ʻᶷ ╘ passage̋ answer⁄ faithful ,תּ non-attributed╬ּ̯תṊ Ѥᶷ



RAG Systems Ranking
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RAG Systems

Retriever: BM25,OpenAI Ada, ColBERTv2

LLM :MPT-7b-Instruct, GPT-3.5-Turbo, GPT-4

+ Facebook RAG(DPR + BART seq2seq)

Result
- 95% ╪Ữᾐᴧ̯ʼ╖ᴛ♬҆₉

- PPI confidence interval╘ C.R╥˿↕ 7.4,A.R╥˿↕ 6.1



RAG Systems Ranking

17

other benchmarkdatasetsinvolveeither table reasoning(ToTTo) or focuson passagesummarization(QRECC) so we excluded
them. In WoWandCNN/D, eachevaluationexampleincludesa query, a retrievedpassage, anda generatedanswer(whichis 

either faithful or non-attributed to the retrievedpassage). Table2 summarizesour AIS results. We found that ARES can
effectivelyscorethe AIS datasets, gettingwithin 2.5 accuracypointsof the correctscores. Furthermore, for scoringeach

system, we onlyuse200 annotateddatapointsfor our humanpreferencevalidationset. Ourresultson AIS demonstratethe
ability of ARES to reliablydistinguishfaithful andhallucinatedanswersin realworldRAG systems
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ARES Judgeᶘҥ╧…ᵞϫ˃˝ ʷ?
NQ/FEVER : query type ╪

NQ/MultiRC: document type ╪

NQ/ReCoRD: query/document type ╪

- PPIᴛ out-of-domain╬˿↕⁄ҵ‡Ѣ♬ҵ accuracyŋ ἐḢ ѻ.
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1.ϸ╕GPT ╢ⱲҲ
- GPTScore, G-Eval ӮҍἝ╬ LLM ͙ ḙ ʺᶛҨṒѻ

ˆˠ ᶔἌҵ₡ ἵᾅḽ╪ᾅג╬ᶛҨἐ♬.

- ᴆ▐√ ♣ ⁄Ἄ GPTŋ ḴҵỢ↔ .╛Ώתּ

2.♅╕ human eval, е╕ ┬
- ᾒⱠἌẋᾅᵑˌḛ Ѥ░◑⁄Ἄ ⱳҥ╪ ᵑ

150̩ ᵣ̯ ҵӈѻѤ♩╪̩◑ ᵰᴏ♠▀˦.

ṧᵃᶘҥשּ╧.1
- ʻ ᶜ╥ḙ₅⁴Ṩᵑ 0/1╖ᴛἒ♬ ⁴Ѿὣ

ᵣ ʺ╥ detail╪ῷή∑.

2.Human errorᵎ̃ᴋ ╘Ὸקּ
- Ợז╥ Ѿ╙ gold standard, ground truthᴛἐ…

ᵣ , human annotated ҥ╪ ╥ ⅝אַ╪פֿ

3. Ѹ‗ ᾂ ›ᶘҥ╖ˉṇ ᾈ
- ᾒ ⁄Ἄҵʻḿ ᵡ ᵡѻṊˌ╥ᶛҨ╙ ᾋ ⁴

ᾒ ╛.

- ᾅ ʺѻ‚ ὡᴜּשˆḓᶛҨ ᾋ⁄ҍ Ṩ҅╪

︠.
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Human Eval╢ ˾
- ѻ‚  NLG̓Ⱡ⁄ἌỢז╥ ʺᵑ gold standardᴛ Ừ̆ ▓Ѥҥ,╪Ѥẋᾙ̆ ╪ u ╪ ӧѻ.

- ╪ᵑҍ ͙ ─  ▫ҿ  ʺ Ḣḹᴝ╘ task⁄ӻגѻ‚  Ⱡ–╙ ḚѤѻ. (DialoGPT, SelfcheckGPT, Mqag)

- LLM╥ ḛ ѫᴏ⁄ ӻᵐ prompt ͙ ḙ ʺ Ḣḹᴝ╘ᶛҨ ͙╥ Ⱡ–╪Ⱶ◓ ѻ.

ởד╢ ʷ ḟᾌ
- ♩ὡᵑˌṊ♠╖ᴛ Ͽ͙Ṓѻӎἐ ᵑ ẋ̪תּ Ѥ ˦ ╪ җϸѻ.

- ╪ᵑ ◑, ѻ‚ ᾅ ₮ ᾅ  ̕ ́⁄ ♠↔  ὡ ▓Ѥ ̓ Ѿ ʺ ɒ Ҩ╙ r ө▫.

Contribution
1. NLG ʺ⁄ ̖♠╬ pairwiseẋ̪ ṪἍ╙ ♠↔   ⁷̯

2. ʼ ͙ LLM⁄ ҍאַ prompt-scoringṒѻẋ̪ ṪἍ Ḣḹ╪ җϮ╛╙ּשᶘ

3. ─  ╪ ẋ̪ ṪἍ⁄₅ Ḝ ╙שׂ ╙ ̆, ╪ᵑ ἵ ͙ ─ Ḣḹᴝ╙ ⱠΌ
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 : x_i₮ x_j╥ צ ᵑ ẋ̪

p_ij : x_i̋  x_jṒѻϮ╘ ̓ ṉ▀ ᵉ (d : ᾅ )

─ (1) ᾏ╙ harddecision╖ᴛ Ѿ Ѥ ὡ

Nˌ╥ ỸἛ ʊ ◑⁄ ҍ Ἄ R=N(N-1)Ḵ╥ὣ─ᵑ ́ ụ ᶔ♣ ὣ─ᵑ̯  ὡ ▓╛

̓♬╥ ═ ᵑ ─  random, no-repeat, symmetric 3ˌ╥ ͎ ᴹ╖ᴛ  ╙ר♣ ʺ

- Random :ᶛӧ˿↕╥ ὡᵑ ▐╥ᴛẋ̪

- No-repeat : (x_i, x_j)ᵑẋ̪ ѻᶔ (x_j, x_i)Ѥἐ ╛Ώתּ

- Symmetric : (x_i, x_j)ᵑ ẋ̪ ѻᶔ (x_j, x_i)ҵ ẋ̪

─̓♬╙ ˞  Ӛ win-loss ratioᴛ╞҆ ♩ὡᵑ͙ᴜ
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Prompt-Based Classifier

: wѤ class decision╙ Ϯ ϿѤ גṁ, PѤ ᴟ

Text Generation

: kˌ╥ ̓ ᴟ Ɑ╙ ԅ‡ל ʺ

ṁ ╙ ỸἛג   ᵉ

 :₉ ̆▫ Ѥ˺̓

: i₮ j ╥ ὣἌᵑ ḕξ‴╙ ԅ╥ ˺ ̓

─ᾏ⁄Ἄ ӎ y╥ ˃ ╪ˉѻᶔ P(A)₮ P(B)ҵˉῷ‒ ѻ.
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DebaisingMethod

╪Ữ♠╬˿↕גᶔ, ὣἌᵑ ḕπ ὣ─ ˺ ̓ʺҿ▀ ‒ Ѥҥ, LLM╘ ╛ Ϯ₣ ̓ ṉ╙ἐ Ѥ 

Ӯ╥─  ╙ Ṓ▐.╪Ѥ ˞ ҍ LLM▀ὡᴜ җ↨ᾔ ˭ ӥױ϶.

╪⁄ ӻגAᵑ ἐ  ἐ  ᵉ P(A)₮ B╥ ἐ  ᵉ P(B)ᵑ ẋ̪,ῷמ ᾏ╙  debiasing╙ 

בֿ . (╪Ữ♠╬ ˿ (ᶔ P(A) = P(B) = 0.5ג↕

 ₉ᾎ) p_ij = 0.33, alpha =2

P^ij (system prob) =0.66 /0.66+0.66 =0.5

 ╪ԅ, Ṓ♬ӈ ᵉ ▐́˃ TѤ ▀ḙ♠╬ 0.5̋  ῷѱג

 0.33╪ Ӈ‡‒ ѻ.

alphaŋ ,סּ   P(A)=P(B)=0.5╬ Ữ ╙ ᵭ ˃́▐ ˭ᵭ ⁄╪,̆ל Tauŋ  ⱳ♬ .ѻר
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Dataset

- SummEval : 100 passages, 16 summaries

- Podcast : 179 podcasts, 15 abstractive summaries

- TopicalChat : 60 dialouges, 6 responses

- WebNLG : 223 semantic triplets, 8 responses

Base LLM

- FlanT5 220M, 770M, 3B, 11B

- LLaMA2-chat3B, 13B
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EvaluationMetrics (for comparison)

Å BLEU, ROUGE, BERTScore

Å Bespoke (task-specific) : UniEval, QuestEval, MQAG,Longformer-SFT

Å Zero-shot : GPTScore, Prompt Scoring (FlanT5, LlaMA2), G-Eval (prompting)

*ḽ╪ᾅג╬ ɒ Ҩ╘ comparative assessment, prompt-scoring╙ ɒ ӎ♠↔ .
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1. Summary Assessment

- GPTScore : Text Generation
- G-Eval : Prompt-Scoring (with task specificprompts)

- Prompt Scoring could be anemergent ability...
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2. Podcast Assessment 3. Dialogue Assessment

- FLAN-T5Ѥ  ὡ ̓ᴛⱠΩ
- Summary-lvl⁄Ἄ coefficient̋  Ữ҉ ϻ˭ Ϯ₩.

                                                                          (lack of granularity)

- Summary ˺ ̓₮┬Ợ



Experiment

29

4. Data-to-Text Assessment

- Triplet╥ ╪  ѫᴏҵ LLM╥ emergent ability▀ ˦
- 3B/11-13B ɒ Ҩ⁄Ἄ grammar₮ fluencyѤ  ╪ʺ 
′╖Ϯ, semanticunderstanding⁄Ἄ ╪ ḛỸ


